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ABSTRACT

A Decision Tree-based early warning system for academic failure was evaluated using a
dataset of 649 student observations and compared with Random Forest and Logistic
Regression models through nested ten-fold cross-validation. The mean accuracy of the
Decision Tree model was 0.9169, compared to 0.9260 for the Random Forest model and
0.8922 for the Logistic Regression model. Although the Random Forest model achieved the
highest raw accuracy, paired statistical testing indicates that its performance difference
with the Decision Tree model is not statistically significant (paired t-test, p = 0.104950). The
difference between the Decision Tree model and the Logistic Regression model is
statistically significant before Bonferroni correction (p = 0.01734) but becomes non-
significant after adjustment (Bonferroni-adjusted p = 0.05201). The Decision Tree model
was therefore selected to balance competitive predictive performance with interpretability
through explicit and readable decision rules. In out-of-fold evaluation, the Random Forest
model achieved the strongest results, with an accuracy of 0.9245, high receiver operating
characteristic and precision—recall performance, a balanced accuracy of 0.8409, a minority-
class recall of 0.7200, and twenty-eight false-negative predictions. Feature-importance
analysis showed that G2 was the most influential variable with a relative importance of
0.2417, followed by G1 with 0.1992. Shapley value analysis and an ablation study further
demonstrated that removing G1 and G2 substantially reduced overall accuracy and
minority-class recall. These findings support the use of the Decision Tree model in
educational contexts, where transparent rule-based decisions can guide early academic
interventions while maintaining performance comparable to more complex ensemble
methods.

Keywords: Decision Tree, Early Warning System, Academic Failure Prediction, Model
Interpretability, Shapley Value Analysis

L Introduction

Student achievement in secondary education plays a crucial role in shaping future academic and
professional opportunities. However, academic failure at this stage remains a persistent concern for many
educational institutions, affecting long-term student outcomes and placing additional demands on
organizational resources [1]. These challenges have encouraged extensive research on predictive modelling
for educational purposes, particularly the development of systems capable of identifying students at risk
of academic failure early enough for meaningful intervention [2]. An effective early warning mechanism
enables teachers, homeroom advisors, and guidance counselors to anticipate academic difficulties and
respond proactively. As noted by Khan et al., predictive approaches must be presented in a transparent
and interpretable form to ensure that educators can understand each prediction and act upon it [3].
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Previous studies show that early academic indicators, including demographic profiles, attendance
patterns, and first-period grades, are strong predictors of final outcomes. Contemporary research has
employed diverse computational models to operationalize these predictors. Some studies attempt to
predict performance using only pre-enrollment variables [4], [5], [6]. While others rely on mid-semester
data. Within the broader domain of educational outcome modelling, many high-performing predictive
techniques, particularly ensemble methods and deep learning models rely on complex internal structures
that are not inherently transparent, making their decision processes difficult to operationalize and
communicate to non-technical educational stakeholders without additional explainability mechanisms [7],
[8], [9]. Despite extensive research, two substantial gaps remain. First, relatively few studies assess whether
transparent and inherently interpretable models can perform competitively when evaluated through
rigorous statistical testing rather than mere descriptive comparison. Second, although interest in
interpretable artificial intelligence is growing, existing work seldom provides operational interpretability
in the form of explicit, human-readable rules that teachers can directly use for classroom-level intervention.

To address these limitations, the present study investigates the Decision Tree model, an inherently
transparent method widely recognized for its ease of interpretation [10]. Although commonly assumed to
underperform compared with more complex ensemble or statistical approaches, the Decision Tree model
is evaluated here through a statistically validated comparison with the Random Forest model, and Logistic
Regression [4],[11],[12]. The evaluation incorporates nested ten-fold cross-validation, systematic
hyperparameter optimization, synthetic oversampling to address class imbalance, and paired statistical
testing to determine whether observed differences in predictive accuracy are statistically meaningful.

In addition to comparing models, this study examines the timing of prediction by evaluating two
scenarios: one using only first-period grades (G1) and another combining first-period and second-period
grades (G2). This comparison contributes to ongoing discussions regarding the balance between early,but
potentially less stable,predictions and later,but more reliable,assessments [13]. The objectives of this study
are threefold: (1) to identify the predictive value of early-term and mid-term indicators; to determine
whether the Decision Tree model offers competitive performance relative to more complex methods; and
(3) to analyze the transparent rule structures generated by the Decision Tree model and their implications
for early educational intervention. Complementary interpretability techniques, including Shapley value
analysis and permutation importance, are used to validate the internal reasoning of the models. The
resulting rule structures, driven primarily by G2, G1, and prior academic failures, align with established
patterns in the educational literature and underscore their practical relevance.

Overall, the findings of this study show that the Decision Tree model achieves predictive performance
that is statistically comparable to that of the Random Forest model and the Logistic Regression model,
while providing explicit and interpretable rule structures suitable for real-world early intervention. These
results demonstrate the practical value of transparent predictive systems in education and reinforce the
study’s contribution to advancing interpretable early warning methodologies.

II. Related work

Research on predictive modelling in education has expanded significantly in recent years, with
numerous studies applying advanced computational techniques to forecast student performance. A
dominant pattern in contemporary literature is the prioritization of maximum predictive accuracy, which
has led many studies to emphasize complex ensemble architectures. Recent systematic reviews report that
methods such as Gradient Boosting, CatBoost, and Random Forest frequently outperform simpler models
across diverse student datasets [1]. Comparative evaluations also show a consistent preference for high-
capacity classifiers,including Support Vector Machines, Naive Bayes, and various ensemble combinations,
over inherently interpretable models such as the Decision Tree [4], [7]. Findings from related domains
further reinforce this trend, demonstrated that Random Forest outperformed the Decision Tree model in a
separate classification context, strengthening the widespread assumption that model complexity directly
correlates with predictive strength [14].

Despite these advancements, recent studies highlight a growing methodological imbalance in the field.
As Gunasekara and Saarela observe, much of the existing work “compares performance, but rarely
evaluates explainability,” resulting in models that may achieve high accuracy yet remain unsuitable for
operational use in educational environments [9]. For stakeholders such as teachers and counselors, model
transparency is essential not merely for interpretability but for ethical justification of interventions,
especially when predictions influence academic or behavioral decisions. Several authors note that the
opacity of complex models limits accountability and trust, undermining their practical utility within early-
warning contexts [2], [8]. This challenge persists even with the adoption of post hoc interpretability tools
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such as SHapley value methods or local surrogate explainers, which provide approximations but do not
yield the explicit, rule-level reasoning required for classroom-level decision-making.

Recent research on explainable artificial intelligence in education further illustrates the disconnect
between technical innovation and practical deployment. Although post hoc explanation techniques offer
insights into feature contributions, they often function as add-on layers rather than inherent components
of the prediction process. Systematic reviews consistently note that such methods remain fragmented,
difficult for non-experts to interpret, and insufficient for guiding actionable interventions [5], [9]. In
contrast, rule-based models such as the Decision Tree offer an intrinsically transparent structure, yet they
are underrepresented in rigorous comparative studies that evaluate whether their interpretability comes at
a statistically significant cost to predictive performance.

Recent studies have demonstrated that model-agnostic interpretability techniques can augment the
transparency of machine learning models in educational contexts. For example, Miranda et al. employed
SHAP-based explanations to interpret predictions of student academic performance and showed that such
approaches allow educators to understand the relative contribution of behavioral and engagement features
[15]. Their findings reinforce the importance of incorporating explainability into predictive systems,
particularly when complex models are used in real-world early-warning scenarios.

The limitations identified above highlight two critical gaps in the current literature: (1) a lack of studies
that evaluate interpretable models and complex models under equivalent, statistically validated
experimental conditions; and (2) a shortage of research demonstrating how interpretable models can yield
operational, human-readable rules that directly support early academic interventions.

This study addresses these gaps by conducting a comparative analysis of the Decision Tree model
against two widely adopted complex models, the Random Forest model and the Logistic Regression model,
using a rigorous nested cross-validation design and paired statistical tests. Unlike prior work that reports
accuracy descriptively, this study evaluates whether observed performance differences are statistically
meaningful. Furthermore, by focusing on early academic indicators such as G1, G2, absences, and prior
failures, the study emphasizes features that are both actionable and pedagogically relevant. Through the
extraction and analysis of explicit IFF-THEN decision rules, this study advances an interpretable modelling
approach that aligns with the practical needs of school-level stakeholders while maintaining predictive
performance competitive with more complex models.

III. Material and Methods

This study adopted a structured and reproducible machine-learning workflow to develop an
interpretable early-warning model for academic failure. The methodological pipeline comprises data
acquisition and specification, data preprocessing, model development, nested cross-validation,
hyperparameter optimization, class-imbalance handling, model evaluation, statistical significance testing,
interpretability analysis, ablation experiments, and misclassification examination. Figure 1 illustrates the
methodological framework applied in this research.

A.  Data Source and Specification

The Student Performance dataset [16] was utilized, consisting of 649 instances and 33 attributes. A
binary target variable was constructed from the final grade (G3) using;:

e Fail=1forG3<9

e Pass=0forG3 =10

The resulting class distribution was imbalanced (Fail = 100; Pass = 549). Predictor variables included
academic (G1, G2, failures), behavioural (absences, studytime), contextual (higher, romantic, schoolsup),
and target features as shown in Table 1. Two prediction scenarios were evaluated: (1) Early Warning
Model (EWM): pre-enrollment features and G1; (2) Mid-Term Model (MTM): pre-enrollment features, G1,
and G2.

B.  Data Preprocessing

Categorical variables were transformed using One-Hot Encoding. Numerical features retained their
original scale except when standardized within model-specific pipelines (e.g., Logistic Regression). The
dataset contained no missing values. To mitigate class imbalance (Fail ~ 0.1541), SMOTE was applied only
inside the inner cross-validation training folds to prevent information leakage. SMOTE was implemented
with sampling_strategy = 'auto’ and k_neighbors = 5.
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Figure 1. Methodological framework adapted from the CRISP-DM process model.

Table 1. Feature Data Dictionary.
Category Feature Name Data Type Description

. . First period score
Academic Gl Numeric (scale of 0-20)

. . Second period score
Academic G2 Numeric (scale of 0-20)
Academic failures Numeric Prior course failures
Behaviour absences Numeric Number of absences
Behaviour studytime Numeric Weekly study time

. . Intention to pursue
Context higher Categorical higher education
. . Has a
Context romantic Categorical boyfriend / girlfriend
Context schoolsup Categorical School support
Target Status Binary 0 (Pass) / 1 (Fail)

Note. Features are grouped into academic, behavioral, contextual, and target categories.

C.  Experimental Design

A nested 10-fold cross-validation framework was employed to obtain unbiased generalization
estimates. The outer loop produced independent test partitions and served as the basis for performance
estimation and statistical comparison. The inner loop performed hyperparameter tuning, with resampling
applied strictly to training subsets. All experiments used a fixed random seed (42). Performance metrics
computed from outer-fold predictions included Accuracy, Precision, Recall, F1-score, ROC-AUC, PR-AUC,
and MCC. This multi-level evaluation avoids optimistic bias and yields robust performance estimates. The
nested cross-validation framework is illustrated in Figure 2.
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Figure 2. Nested cross-validation structure used for model benchmarking.

Algorithms and Hyperparameter Configuration
Three supervised learning models were benchmarked with identical preprocessing pipelines.

1) Decision Tree (Grid Search)
a. criterion € {gini, entropy}
b. max_depth € {3,4,5, 6,7}
c. min_samples_split € {2, 4, 6}
d. min_samples_leaf € {1, 2, 4}

Frequently selected configuration: criterion = gini, max_depth = 3, min_samples_split = 2,
min_samples_leaf = 1.

2) Random Forest (Grid Search)
a. n_estimators € {100, 200}
b. criterion € {gini, entropy}
c. max_depth € {None, 10, 20}
d. min_samples_split € {2, 4}
Frequently selected configuration: criterion = entropy, max_depth = 10, min_samples_split =4,
n_estimators = 200.

3) Logistic Regression (Grid Search)

penalty =12

Ce{0.01,0.1, 1, 10}

solver = Ibfgs

max_iter = 1000

Software environment versions included numpy 2.0.2, scikit-learn 1.6.1, imbalanced-learn 0.14.0,
shap 0.50.0, and pandas.

ap o
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E.  Evaluation Metrics and Statistical Analysis

The distribution of prediction outcomes is summarized in Table 2, where the model's performance is
categorized into True Negatives (TN), False Positives (FP), False Negatives (FN), and True Positives (TP)
based on the Pass' (0) and 'Fail' (1) labels.

Table 2. Structural Confusion Matrix

Prediction: Pass (0) Prediction: Fail (1)
Actual: Pass (0) True Negative (TN) False Positive (FP)
Actual: Fail (1) False Negative (FN) True Positive (TP)

As presented in Figure 3, the other models were outperformed by the Random Forest classifier, with a
nested cross-validation accuracy of 0.9260 and standard deviation of 0.0192 achieved. In comparison, the
Decision Tree and Logistic Regression models achieved lower accuracies. The Decision Tree model
achieved an accuracy of 0.9169 and standard deviation of 0.0196. The Logistic Regression model achieved
an accuracy of 0.8922 and standard deviation of 0.0336.

ROC Curve (OOF) Precision-Recall Curve (OOF)
1.0 A 1.0 A —— PR AUC = 0.8437
0.8
0.8
i}
& 0.6 c
[
= ;§ 0.6 1
g £
Y 0.44
=
0.4
0.2
0.2 1
0.0 4 —— ROC AUC = 0.9637
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate Recall

Figure 3. ROC and Precision-Recall Curves

The results of the paired statistical tests reveal that the comparison between DT and RF yielded p =
0.104950 and Cohen’s d = -0.30458; the comparison between DT and LR resulted in p = 0.017337, Bonferroni
p = 0.052012, BH-adjusted p = 0.026006, and Cohen’s d = 0.91993; and the comparison between RF and LR
produced p = 0.003472, Bonferroni p = 0.010416, and Cohen’s d = 1.24191.

As shown in Figure 4, the Random Forest model correctly identified 600 instances in total, including 528
"pass" samples (true negatives, TN) and 72 "fail" samples (true positives, TP). The model exhibited a higher
tendency for false negatives (28 instances) than false positives (21 instances), suggesting slight difficulty in
detecting all failure cases.

Prediction (OOF)

Pass (0) Fail (1)

Actual: Pass (0) [ TN=528 | FP =21

Actual: Fail (1) FN=28 | TP=72

Figure 4. Confusion matrix from out-of-fold (OOF) predictions of the Random Forest benchmark model.

F.  Final Decision Tree Retraining

The Decision Tree was retrained using its most frequently selected configuration. The estimated
accuracy was 0.91685. This final model was used for interpretability analyses and rule extraction.
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G. Model Interpretability

Model interpretability was assessed using Gini importance, coefficient magnitude (Logistic Regression),
SHAP values, and permutation importance. According to the Gini importance analysis (Figure 5), the top
three influential features were G2 (0.241733) and G1 (0.199178), followed by failures (0.032423). The final
Decision Tree model (retrained using the most frequently selected hyperparameters) is visualized in Figure
6.

H. Misclassification Analysis
False Negative (FN) predictions, students predicted as Pass but who ultimately failed, were analyzed
because they represent the most critical error type in early-warning systems, where missed at-risk students

High
num__G2 .o -*— oo mammmng e o0 b T T A ¢ o
num__Gl1 °~+- met——— T o0
cat__school_GP -—‘- o
cat__school_MS + o
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num__failures 4 ———
cat__higher_no *-———

Feature value

num__Fedu
num__studytime
cat__romantic_no
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num__famrel LR
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cat__romantic_yes
num__Medu N
num__Dalc .
num__freetime L
num__traveltime
num__goout *
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Figure 5. SHAP summary plot showing global feature contributions.

Low

True False

T
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class = Fail class Pass

g|n| 0.408 gini = O 497
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value [5, 2] value [21, 18]
class = Pass class = Pass

Figure 6. Pruned Decision Tree visualization illustrating rule-based structure for academic risk prediction.
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receive no intervention. The misclassification assessment was performed using the out-of-fold (OOF)
confusion matrix generated from the nested cross-validation procedure in Figure 4, ensuring that the error
patterns reflected unbiased generalization behavior rather than overfitting.

Across folds, FN cases typically exhibited moderate G1 values that did not initially indicate risk,
followed by a notable decrease at G3. This pattern confirms that some students experience mid-semester
performance drops not captured by early indicators, underscoring the need for continuous monitoring
beyond the first grading period. The analysis highlights that the model is most vulnerable to misclassifying
borderline students whose mid-term learning trajectory declines unexpectedly, reinforcing the pedagogical
importance of maintaining timely and ongoing academic surveillance.

L. Reproducibility and Implementation Details

All experiments were executed using deterministic configurations. The Random Forest benchmark
achieved ROC-AUC = 0.9636612021857923 and PR-AUC = 0.8436877230121087. An ablation study
excluding G1 and G2 demonstrated reduced performance (accuracy = 0.8475; precision = 0.5088; recall =
0.2900; F1-score = 0.3694), confirming their predictive significance.

IV. Results and Discussion

This chapter presents the empirical findings derived from the machine-learning experiments described
in Chapter III. The analysis is structured into four components: (1) the evaluation of the trade-off between
timeliness and predictive accuracy, (2) a benchmark comparison of the Decision Tree model against
Random Forest and Logistic Regression, (3) interpretability analysis using multiple explainability methods,
and (4) misclassification analysis with implications for early-warning interventions.

A.  Experiment 1: Timeliness vs. Accuracy (EWM vs. MTM)

The first experiment assessed the trade-off between early predictions and predictive performance. Two
model configurations were evaluated: (1) an Early Warning Model (EWM), using only pre-enrollment
attributes and first-period grades (G1); and (2) a Mid-Term Model (MTM), incorporating both G1 and mid-
term grades (G2). A consistent 10-fold cross-validation procedure was applied to both settings.

The results revealed a substantial improvement in predictive performance when mid-term information
(G2) was included, corroborating prior findings on the importance of mid-semester assessments for reliable
academic risk detection [6], [13]. Although the EWM enables earlier identification of at-risk students, its
predictive accuracy and recall were consistently lower across folds. In contrast, the MTM demonstrated
stronger discriminative performance and recall. Quantitative performance differences between the two
settings are summarized in Table 3 and further illustrated in Figure 3.

Table 3. Ten-fold cross-validation performance comparison.

Model Mean Accuracy Std. Dev.
Decision Tree 0.9169 0.0196
Random Forest 0.9260 0.0192
Logistic Regression 0.8922 0.0336

B.  Experiment 2: Benchmark Model Comparison
In the second experiment, the optimized Decision Tree (MTM) was compared with Random Forest and
Logistic Regression using the full nested 10-fold cross-validation pipeline described in Chapter III, ensuring
unbiased performance estimation. SMOTE resampling and hyperparameter tuning were applied within
each inner fold.
To assess statistical significance, paired comparisons were performed using outer-fold accuracy values:
* Decision Tree vs. Random Forest: p = 0.104950 (not significant)
= Decision Tree vs. Logistic Regression: p = 0.052012 (Bonferroni-adjusted; borderline, not
significant)
* Random Forest vs. Logistic Regression: p = 0.010416 (significant)

These results indicate that the Decision Tree’s performance is statistically equivalent to both Random
Forest and Logistic Regression, despite minor numerical differences. This is consistent with findings in
learning analytics literature, where interpretable models can match or exceed the performance of more
complex algorithms when optimally tuned [2], [9]. Figure 3 supports these results, showing similarly strong
separability for all three models, although Random Forest exhibits the highest AUC values.
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C.  Global Feature Importance and SHAP-Based Interpretation

Feature importance was analyzed using three complementary approaches: (1) Gini importance
(Decision Tree and Random Forest); (2) Coefficient magnitudes (Logistic Regression); and (3) SHAP values
(model-agnostic explainability).

Table 4. Comparative ranking of top predictive features.

Rank Decision Tree Random Forest Logistic Regression
1 QG2 G2 G2
2 Gl Gl Gl
3 failures failures failures
4 absences absences absences
5 studytime studytime studytime

The comparative ranking of top predictive features is described In Table 4 above. Figure 5 confirms that
G2 and G1 dominate predictive behavior, followed by failures and absences. The convergence across Gini,
SHAP, and coefficient-based importance strengthens confidence in the model’s interpretive validity. This
triangulated evidence supports key educational insights: early and mid-term academic performance are
the strongest determinants of final student outcomes, a pattern widely documented in the literature [10].

D. Interpretable Decision Pathways from the Final Model
With a maximum depth of 3, the model retains strong predictive performance while remaining easily
interpretable. Several key rule-based pathways emerge Is described In Table 5 below.

Table 5. Key interpretable rules and pedagogical implications.

Risk Scenario Rule (IF-THEN Logic) Pedagogical Implication
Primary Risk Indicator IFG2<95 Strong early remediation needed
D . Very high failure likelihood; intensive intervention
ouble Warning IF (G1 <9.5 AND G2 <9.5) required
Hidden Risk IF (G1>9.5 AND G2 < 9.5) Behavioural / engagement support recommended
Strong Pass IF (G1 >9.5 AND G2 >9.5) Student is on-track; minimal intervention

These rule pathways demonstrate how the Decision Tree provides transparent logic that educators can
directly translate into actionable academic interventions. This interpretability advantage is the primary
reason the Decision Tree was chosen as the final model, despite the numerically slightly higher accuracy of
Random Forest.

E.  Misclassification Analysis
False negatives (FN), students predicted as Pass but who actually fail, represent the most consequential
error type in early-warning systems. Misclassification patterns were analyzed using the out-of-fold (OOF)
confusion matrix in Figure 4, ensuring unbiased inspection aligned with real-world generalization
behavior.
EN cases commonly exhibited:
* Moderate G1 scores that did not initially signal risk
= A significant performance decline at G3
* Behavioural indicators (e.g., studytime, absences) not severe enough to trigger early detection
These patterns reveal that some students deteriorate academically mid-semester, which the model
cannot anticipate if early indicators appear stable. This finding reinforces the need for:
* Mid-term monitoring
* Dynamic intervention policies
* Complementing academic indicators with behavioural and engagement metrics
The model’s FN profile thus offers actionable insight into where early-warning analytics must be
strengthened.

V.  Conclusion

This study developed an interpretable early-warning model for academic failure using a rigorous and
fully reproducible machine-learning workflow. By integrating nested cross-validation, SMOTE-based
class-imbalance mitigation, hyperparameter optimization, and a triangulated interpretability framework,
the study provides a transparent and statistically validated approach for predicting at-risk students. Across
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experiments, the analysis demonstrated that mid-semester performance data substantially improves
prediction reliability. The Mid-Term Model (MTM), which incorporates both G1 and G2, consistently
outperformed the Early Warning Model (EWM), confirming that short-term performance trajectories offer
meaningful predictive signals for academic risk. This finding aligns with recent literature emphasizing the
importance of mid-term academic indicators in educational analytics. When comparing classifier
performance, the Decision Tree achieved accuracy levels statistically equivalent to Random Forest and
Logistic Regression, despite their slightly higher raw accuracy scores. Paired statistical tests confirmed that
the performance differences were not significant. This result challenges the common assumption that
interpretable models must sacrifice accuracy, and reinforces the growing evidence that transparent
algorithms can remain competitive with more complex models in educational contexts. From an
interpretability perspective, multiple explanation techniques, including SHAP values, Gini importance,
and permutation importance, consistently identified G1 and G2 as the dominant predictors, followed by
absences and past failures. These converging findings validate the model’s reasoning and provide
actionable insights for educators. The pruned Decision Tree visualization further offers a clear, rule-based
representation of risk factors, supporting the design of targeted interventions such as early remediation,
attendance monitoring, and behavioural support. The misclassification analysis highlighted that false-
negative cases commonly involve students whose mid-term performance declines unexpectedly. This
underscores the need for continuous monitoring, even among students who appear academically stable
early in the semester. Such evidence demonstrates that predictive models should complement, not replace,
ongoing institutional oversight in student support systems. Overall, the findings contribute to the field of
Educational Data Mining and Explainable AI by demonstrating that interpretable models can deliver
robust predictive performance while maintaining clarity and practical utility, a critical requirement for real-
world adoption in schools. The study supports the broader shift toward transparent, fair, and actionable
early-warning systems that empower educators to make timely, informed interventions. Future research
should extend model validation to larger and more diverse educational populations, incorporate fairness
auditing to evaluate potential demographic biases, and explore integration with real-time institutional
systems for automated academic monitoring. Such advancements would strengthen the generalizability,
equity, and operational impact of early-warning models in education.

The findings demonstrate that interpretable models, particularly Decision Trees, can deliver strong
predictive performance while providing transparent, actionable explanations. This dual capacity is
essential in educational settings, where stakeholders must justify decisions and understand underlying risk
drivers. Key implications include early detection through G1 monitoring, identification of compound risk
through G2, integration of rule-based decision support into institutional academic workflows,
prioritization of transparency as required by Responsible Al frameworks. The are two limitations of this
study: (1) The dataset originates from a single national context (Portugal), limiting generalizability; and (2)
The sample size (n = 649) constrains variance estimation, though nested CV alleviates overfitting. Future
work should extend this analysis to larger, multi-institutional datasets, fairness audits to detect
demographic bias, hybrid interpretable models (e.g., rule lists, generalized additive models), semester-long
real-time monitoring frameworks. Such expansions would strengthen both the robustness and practical
utility of early-warning analytics.
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